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Backprop yields gradients for
all parameters efficiently 5 1
Cool Why did we want These

again For Gradient Descent
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Variants

Stochastic 1 instance leftxyright per Step

Batch Sets of leftxyright frac1leftBrightsum_inablaWLi
Bigger Batch Lower variance

The Importance of learning rate propto

Consider a very simple example
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But alpha05
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Our update is

xleftarrowxalphaleft2xrightleft12alpharightx
r

And after tau steps

xtrTcdotx0
So here we need It 11 for Convergence

left12alpharight1rightarrow0alpha1

Consider alpha12
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12cdotleft2196right4704x271

Diverges

overlineY
200x20

This is Zig Zagging It happens because

Coordinates can be in Conflict e g

ab
fleftleftw1w2rightrightfrac12leftaw12bw22rightw1leftarrowleft1alphaarightw1iw2leftarrowleft1alphabrightwr1

r2
Need leftr1right1 and leftr2right1 But ab

and propto needs to be langlenicefrac2a for r1
But if alphaapproxnicefrac1a flatter direction only
shrinks by factor of
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What if we crank up Q

Bouncingaround
IdealW1

Steep Actual

We flat

Normalizing inputs can help and would

fix it here in This toy example

But This doesn't address issue in general

only touches inputs e g

Another general challenge
Flat ish regions

Small leftharpoondown

Progress stalls

Saddle points
All doneL

Momentum But adjust locally leftbeginmatrixeg1endmatrixright

VTgammaVtau1alphanablaWLlefthatWtauxyright
k



y
Keep going in direction

you've been going gamma9eg

hatWtau1leftrightarrowhatWtauvtau

Nesterov Momentum

We can even anticipate where
we are going

VtauleftarrowgammaVtau1alphaLlefthatWtaugammaVtau1xyright
Move toward
accumulated nablaW

Per parameter
alphas

So far we have assumed a

Single learning rate propto for
all parameters

Let
gtaujddotcongnablaWLlefthatWtaurightjwedge



hatWlefttau1rightjWtaujalphataujgtauj
Ada Grad

Intuition Move Slower for params
We have updated a bunch

alphataujfallingdotseqfracalphasqrtGtaujvarepsilon Avoids div by
varnothing

Sum of grads for j

sum_lleqtauglj2
Cumulative updates slow rate

RMSProp Extends Ada Grad

by keeping a decaying average
of the squares of R terms



StaujddotequivlambdaSlefttau1rightjleft1lambdarightgij2
old grads fade fast

Then we divide alphab
y sqrtStj

Adam is maybe the go To

optimizer now We keep Two

vars per param

mtleftarrowbeta1mtau1left1beta1rightgtauapprox Mom
entum

Vtauleftarrowbeta2Vtau1left1beta2rightgtau2 RMS
Prop

Then

hatWlefttau1rightjleftarrowhatWtaujfracalphasqrtVtaujvarepsiloncdotmtauj
Slightly simplified ignores
bias correction



Optimizer recap
Optimizer
SGD
Momentum

AdaGrad
RMSProp

Adam

State fixes

G
S
M V

ZigZag
per param rates

AdaGrad decaying
to

both The above

Learning rate decay

Big steps to

start smaller
over TimeLoss Surface

Assume noisey
Minibatches



Big a might
Jump too much

Shrinking at each

Step might help

alphafrac11d epoch
cdotalpha0

decay rate

if d1

Can also do exponential decay

alphaleft9right
epoch

cdotalpha0

Note on hyperparameter Tuning
Choose random Values not grid



RandomGrid


