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This Country is

Language Modeling is a kind of
Self Supervised learning often
used for pre Training
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leftxyright 1 In Context learning
later

Contextualized Word Vectors

Recall 10.5 lecture that W2V

yields embeddings of words
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IDEA Train an RNN for

language modeling extract

Contextualized embeddings

ELMO

Embeddings from Language Models

Peters et al 18
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Can now use ELMO
cat vectors as

features for

This works pretty well BI ELMO
is based on RNNs and so IT'S
51000000W due to Sequential processing
Enter Transformers which due

away with recurrence usingSelf attention

Vanilla
Attention

Plythy
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This Movie is great

Idea Weight hidden States
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alphaSofMaxleftaright Pleftyoverlinehright
Self Attention

Generalizing Assume Keys K and

queries q

Self attend To words
e attend
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ajSleftkjqright alphaSoft Mcxleftaright

overlinehsum_jalphajVj
e g leftKjcdotqrightsqrtd dot product ATTN

scale by dimsor

VjTTanhleftWkkappajWqqright
MLP ATTN



TRANSFORMERS

Tokens Tokens

Assume auto regressive generation

Prefix Next Token
Context

Consider I'm Sorry

Dave

UNEMBED

hi

TRANSFORMER
LAYER L

TRANSFORMER
Blocks
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10 All hjleftlrightleftlangledhrightrangleh 1 h2left0right

Here assuming

fixed pos
embeddings
Now would
use ROPE

or similar

Embed
position

t
I'm
X1

bigtriangleup

Sorryi X2 Pos 2Pos1

Ok let's unpack the blocks

UNEMBED
is easy

hatYWVhNleftLrightbu
logits leftlangleVtimesdhrightrangle V



Recall That

SoftMax leftyrighti
YSuftMaxlefthatyright

distribution over vocab

Note Could add Temp

lexply lefttrightleftrightsum_jv exp leftyjiright fracsum_jv
1

beginmatrixileftyjrightendmatrix

i1 s More
random

Is more involved

leftl1right

MLP
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Two components

Self attention

and MLP with

Skip Connections
LayerNorm

attention

LayerNorm

h
l

Self Attention

Intuition Update hileftlright given Context
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Map all hileftlright To query key Values

aijSleftqikjright alphais oft Maxleftairight
ATTN dist for Token i

overlinehisum_jalphaijVj
attend

519 attend K self

519 attend Kattend
5q attend K to
5q attend KWords

Self

attend

to

Words

Sml

ltimes
attend

widetildeX attend sum_jalphaj
attend
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For auto regressive generation we use

Causal Masking setting attention on future
tokens to 0

A worked example of Self Attention
The cat sat d2
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leftbeginmatrix0141407070707028280endmatrixright
Cat Sat nicefrac2sqrt2

So This is not

Symmetric

K says what a Token offers 9
What it cares about V the signal
Soft Max per row

Cat SCT

alphaScTTheleftbeginmatrix164673164101198401057894053endmatrixright
overlinehisum_jalphaijVjleftbeginmatrix2984914411203272159endmatrixright

The

overlineh3 is interesting because most

attn on cat but all of
2nd dim from elsewhere



In Multi headed Attention we

define H attention heads with

independent params WqhWkhWvh
Outputs are combined leftoplusright

WqhWkhWvh all have shape

leftlangledhtimesdkrightrangle

Where dkdhH
Can view This as H transformations

leftlanglednrightrangle



leftlanglednrightrangle
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Project
OUT Mix

heads

b0W0cdot
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c 11 HleftlangledhHrightrangle

Separate

Weights
a1lefthirighta2lefthiright aHlefthiright

Skip
Connection

hileftlangledhrightrangle
l1

MLP

LayerNorm
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TRANSFORMER
LAYER

Attention

LayerNorm

hl

LayerNorm keeps magnitude of

hidden States under control which
eases optimization

1
tow
positio LNlefthirightkgammakfrachikmisqrtsigmai2tbetak

learned
hidden dimension

Mi and sigmai2 are feature value mean

and variances for Token i over hi
h after hi has mean varnothing Varsim1

MLP is just a position wise

feed forward Network



Note Can Think

of
dh

ol dh

htaul

Implications for interpretability
Attention Heads ROUTE info

or MIX Tokens

MLPs Transform individual tokens nonlinear


