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Problem long term dependencies
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Gated Recurrent Units GRUS

Similar to LSTMs next but
Simpler

FRADEA Introduce
gating mechanisms
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To allow model to update htau
or opt not to Skip

hi1
rT Reset

ZT updateXtau

Dense layers
sigma
sigmoid zirT

rTsigmaleftXTWrtimeshT1WrhbrrightZTsigmaleftXTWzxhT1Wzhbzright
Reset

widetildehtauleftarrowT a n h leftXTWhxleftrtauodothT1rightWhhbhright
Permits forgetting

if rtauapprox0 resets htau

update



hTleftarrowzTodothT1left1zTrightodotwidetildehT
updateCopy

If Ztau1 then htauhtau1
Let's think about the grad here

fracpartialhtaupartialhtau1dlagleftZtaurightdlaglefthT1widetildehtaurightfracpartialZTpartialhtau1 i1 affects gateCopy path

left1ZTrightfracpartialwidetildehipartialhi1
Near identity so grad
can flow back easily

Through widetildehtau

Return to remembering a bit

00 0 0 0 0

1 0 0 0 0 1

Label is first symbol x1
So X should be written into h



and held onto

Consider a vanilla RNN first

httanhleftxiWxhi1Whright
Let Wx3 all scalars

Then try Wn1
h995rightarrow76rightarrow64rightarrow57rightarrow51

by T50h17 and nicefracpartialh50partialh146103
Try Wh5 Tank Saturates

1andleftxright

1anhleftxright

When Tanhleftxrightapprox1

Recall

gradapprox0

nicefracpartialh50partialh1cong10119
So we can remember the bit but
can't learn

How about the GRU here

b20W2h10Wzx10



update gate

br10Whx3
closed reset

ztsigmaleft10xi10hi1right
A 1 drives Z to 0 Write

if XT is 0rightarrowCopy

candidath

rtsigmaleft10rightapprox0

widetildehTT a nhleft3xTrightapprox

Let's Trace on 100 00

1 when xi1
0 otherwis

htauzixtau underlinehtau

fractau012345
0

approxcirc approx11 approx1 Write

0 approx1 U

approx1approx1simeq1approx1
oapprox10

copy0 approx 1 0

approx 00 1



And here
nicefracpartialh50partialh1cong1

This gives intuition but I've cheated
a little Assuming 1 can only appear
at x1 To generalize we need
more dims but same idea

Long Short Term Memory LSTM

Like GRUS use gating for long
term dependencies

cTCT1
update
CT hT hThT1

XT

Three gates



forget Input Output

XTT1

Assume batch size b I hidden dims

xTinmathbbRbtimesdnhT1inmathbbRbtimesdfTsigmaleftXTWfxhT1WfhbfrightiTsigmaleftXTWixhi1WihbirightOTsigmaleftXTW0xhT1W0hb0right

dintimesd dtimesd 1timesdbtimesd

Apply These gates to a Candidate

Memory cell widetildeCT

widetildeCT Tanh leftXTWcXhT1Wchbcright
d



bx d

Next update The Memory

cTleftarrowfTodotcT1iTodotwidetildecT
Finally the Ouput layer which

is a modified version of ci

hTleftarrowOTodotTanhleftCTright
Info can be stored in CT
w o affecting hT if OT near 0

Why gating makes grad nicer

fracpartialCtaupartialCtau1diagleftftauright direct path

So if ftau entries near 1 prod stays
near 1 forget gate probably a

bad name more like a mute



RNNs side by side

LSTMVanilla GRU
Carried
forward h ch h

reset updateNone forget input
OUTPUT

gates

weight
matrices
Vanilla

1x 4x3x

None

always
overwrite

Separate
f and i

Tied

left212right
keep us
write

Vanilla Attention

Plefthatyh4right
h3 hyh1h1

nabla D

This Movie is great

Idea Weight hidden States

ajWacdothjleftlangle1timeshrightrangleleftlanglehrightrangle overlinehsum_j1malphajhj




