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About me

I work mostly in NLP

It’s been an interesting time



Language modeling, circa 2017



Language modeling, circa spring 2023



Language modeling, circa fall 2024



Generative AI: All the Hype



Language modeling, circa now



What this course is about

How do these things work? 

How do we train them? 

How do we evaluate them?



The McCullough-Pitts neuron
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Learning



Rosenblatt’s 1958 Perceptron AI Boom
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Perceptron Learning Algorithm
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A review of supervised learning & 
intro to the Perceptron 

(whiteboard / see notes)



Let’s see this in action … 
(Perceptron notebook)



Limitations of the Perceptron



A simple failure of perceptron learning 

Non-linearly separable data cannot be classified by the perceptron 
algorithm.



Minsky and Papert prove 
limitations [1969]



But Minksy was wrong, mostly.

We just needed deeper networks with non-
linearities. This is what we will explore in 
this course.



OK now some logistics &etc.



Course aims & scope

Basics of neural networks

• Backpropagation and optimization via gradient descent

• “Classic” architectures (MLPs, ConvNets, RNNs); emphasis on 

Transformers and emerging models



Course aims & scope

Basics of neural networks

• Backpropagation and optimization via gradient descent

• “Classic” architectures (MLPs, ConvNets, RNNs); emphasis on 

Transformers and emerging models

Modern methods

• Pre and post-training / a little RL(HF)

• Evaluation

• Interpretability

Hands-on projects

• And final projects related to model interpretability using the NDIF API, a 

Northeastern-based research infrastructure initiative!

https://ndif.us/


NDIF



NDIF



NDIF.us



Expectations



I will assume…

• Python knowledge

• Comfort with matrix/vector notation (brush up if rusty!)

• Basic calculus and probability (but we will introduce/review most as we go)



Resources

Website: https://byronwallace.com/ds4440/

Join piazza! 

https://byronwallace.com/ds4440/


Grading

• In-class quizzes and exercises (35%)
Should be straightforward if you (and I do mean *you*) do the homeworks!

• Mid-term (25%)
Will cover fundamentals

• Final project (interpretability work, ideally, and using NDIF) (40%)

       An opportunity to get involved with research!



Questions for me?
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